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In life we are all familiar with debt, especially 
financial debt. The longer a monetary debt is 
left unpaid, the more interest accrues. Eventu-
ally bankruptcy may be declared. Similarly, in 
software development, every time something 
is executed incorrectly, it may be thought of as 
technical debt. If the technical debt is not paid 
up, the system’s quality will rapidly deterio-
rate until it goes “bankrupt”; it then may be 
decommissioned as the cost of maintaining 
it will be too high. This Executive Report 
introduces the concept of technical debt, what 
practices and attitudes cause it, and what we 
can do to prevent it or pay it off.

Software development is a complex endeavor with two 
major challenges: making sure you do the right thing 
and making sure you do it right. Doing the right thing 
has to do with meeting the customer’s needs and is usu-
ally handled successfully. Doing it right, however, con-
cerns how the development team goes about its work. 
If this is not done properly — if attention is not paid to 
the right things and if the development practices are 
not good enough — the quality of the development 
environment and the code base will deteriorate rapidly.

Debt is a familiar concept. There are many types of 
debt, including a loan carrying interest that we need to 
pay off; a penalty on a fine we forgot to pay; a carton 
of milk we borrowed from a neighbor that we need 
to replace; or a request that we will not refuse when 
asked as the individual previously did us a favor. Debt, 
eventually, has to be paid — with or without interest. 
As much as we may like to forget the debt, the debtors 
tend to remind us and at some point come to collect.

If a financial debt is not repaid, it may accrue interest. 
The longer that debt goes unpaid, the more interest 
will be added — exponentially; eventually bankruptcy 
may be declared. Similarly, in software development, 
every time something is executed incorrectly, it may be 
thought of as technical debt. If the technical debt is not 
paid, the system’s quality will rapidly deteriorate until 
it goes “bankrupt”; it then may be decommissioned as 
the cost of maintaining it will be too high.

The term “technical debt” is a metaphor commonly 
used by development teams to refer to something that 
they control and yet know is not as good as it should 
be. In this metaphor, the team owes it to the system to 
correct the situation.

Financial debt has an impact on our ability to acquire 

goods or services because some of our income goes 
toward covering the debt or dealing with its repercus-
sions. Technical debt is similar in that it limits our abil-
ity to maintain the system through modifications or the 
addition of new features because we have to deal with 
the technical debt’s repercussions. In this report, we 
will extend the financial metaphor further to introduce 
the concept of a “technical tax,” which is similar to 
property tax.

A wanting design is a common source of technical debt, 
but it is not the only one. In this Executive Report, we 
explore the causes of technical debt and look at the 
various forms such debt can take, including design-
related debt, testing-related debt, defect-related debt, 
and organizational and administrative-related debt. The 
report examines the source of the debt, the cost of the 
debt, and how to pay the debt off or avoid it altogether. 
Since accruing technical debt may be a conscious deci-
sion, the team needs to have a plan in place for paying 
off the debt before it commits to it.

UNDERSTANDING TECHNICAL DEBT
Software development is a complex process. Doing it 
properly involves keeping in mind immediate needs as 
well as future maintenance (modifying existing behav-
ior, adding extra behavior, fixing bugs, improving per-
formance, etc.). Accounting for the time spent attend-
ing to the immediate needs is easy; if we do not spend 
this time, we cannot get the work done. Accounting for 
the time spent on the other activities — those that will 
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Developers use many excuses to justify why 
they should not do their job properly and in a 
timely manner.
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enable easier maintenance — is much harder as those 
activities do not have any immediate, tangible benefits. 
This puts pressure on the developers — from managers, 
customers, peers, and even the developers themselves 
— to take shortcuts.1

Developers employ a plethora of excuses to justify why 
they should not do their job properly and in a timely 
manner, including the following:

 • “We don’t have time now, but we will allocate 
time for it later.”

 • “We don’t really need it now, but we will do it 
when we will need it.”

 • “I worked in another team that never did it, and 
we did OK.”

 • “We don’t know how to do it.”

 • “We don’t want to do it because it will take too 
long; if something bad happens, we will address 
it then.”

 “It” in the excuses above refers to any activity that 
should be, but is not, done.

Whenever we take shortcuts we accumulate technical 
debt. We are indebted to correct the technical actions 
that were done improperly.

Technical debt, very much like financial debt, accumu-
lates interest — technical interest — and it does so in an 
accelerated fashion. When we take out a financial loan, 
we must pay off the principle as well as the interest on 
the principle. If we don’t pay on time, we are forced to 
pay additional interest — not only on the loan itself but 
also on the interest we should have paid. If we do not 
deal with this situation in a timely fashion, things will 
get much worse very quickly.

When we have technical debt in our system, it is harder 
not only to make changes to the system but also to 
make the changes in the right way. The result is that 
more debt is added; this is compound technical inter-
est.

Intention

It is important to note that sometimes the decision to 
incur debt is a conscious one. In the financial world we 
may elect to take a mortgage or a car loan. This is a cal-
culated step designed to allow us to acquire something 
that we otherwise would have to delay for a period of 
time. Similarly, the development team may decide to 
take some shortcuts that will result in technical debt 
but may have a plan — a payment plan if you wish — to 
pay off this debt by fixing the actions that caused it. For 
example, the team, for the purpose of making a specific 

milestone, may introduce undesired qualities into its 
design. Since it is aware of these undesirables, it has a 
plan to fix them, at the price of reduced productivity in 
the future. This plan is agreed upon when the decision 
to take the design shortcuts is made.

In the case of legacy code, the team is usually faced 
with considerable technical debt. At this point a con-
scious plan must be made to map out that debt and 
see what should be addressed right away and what can 
be safely ignored — for now. For example, the lack of 
unit tests is considered to be a technical debt. We can 
intentionally ignore this debt if it pertains to an area of 
the code that has been stable for awhile and is currently 
not worked on or planned to be worked on in the fore-
seeable future. Again, this is a conscious, intentional 
decision to ignore this technical debt.

Responsibility

In most cases, however, it is irresponsible to create 
technical debt or to ignore it. Unfortunately, there are 
many aspects of the development process that can re-
sult in technical debt. It is the responsibility of the team 
members and, even more so, of the team’s managers to 
be aware of technical debt and to create a culture where 
technical debt is not tolerated. This is a marked change 
from the way many managers behave, where they try 
to cajole the team into operating in a professionally 
irresponsible fashion because they only have the short-
term delivery schedule in mind and are ignoring the 
maintenance aspects of the code.

In the remainder of this report, we will describe the 
various types of technical debt and detail their causes, 
their impact, and what can be done about them.

CODE-RELATED DEBT
The most common form of technical debt is associ-
ated with the code base, specifically with the design 
of the system. Coming up with the correct design for 
any system is one of the major challenges facing the 
development team, and there are many concerns that 
have to be kept in mind. Recognizing all these concerns 
and addressing them in the design is not always easy; 
the team may forget to address a concern or may not 
have enough time, due to scheduling pressure, to deal 
with all the concerns it should. Ignoring a concern will 
introduce a weakness into the design that may — and, 
in most cases, will — hurt us in the future. This is the 
design technical debt, and the longer we wait to pay it 
off, the harder it will become. This is due to two factors:

1. The longer we wait to solve a problem, the less 
we remember the problem’s details. We run the 
risk of missing the fine points or even forgetting 
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about the problem altogether. The sooner we 
solve the problem, the fresher it will be in our 
mind and the less likely we will be to forget 
crucial details related to it.

2. The longer we wait to solve a problem, the 
more likely it becomes that we will build on the 
foundation of that problem, which will make it 
harder to undo. Moreover, it is likely that one 
wrong design decision will lead to a subsequent 
wrong design decision, creating a ripple effect 
into the future. The sooner we resolve the design 
problem, the less likely we will be to make 
suboptimal design decisions in the future.

There are quite a few types of design problems we can 
introduce into our code. In this section, we will explore 
some of them, including redundancy, lack of cohesion 
and focus, no separation of use from construction, 
inappropriate coupling, unnecessary complexity, and 
lack of clarity.

Redundancy

One of the classic design problems is redundancy. The 
definition of redundancy in software is this: a set of de-
sign elements is redundant if changing one element will 
always necessitate a similar change in the rest. Redun-
dancy is traditionally associated with code and data but 
may also be manifested in other design elements.

Since the definition of redundancy has to do with 
change, this is where the risk is. If, for example, we 
make a change to some redundant code (or design), we 
will have to change all the other places where that code 
(or design) exists and change them all in the same way. 
This introduces two potential risks:

1. We may forget one of the places in which we 
need to make the change.

2. We may make the change but not in the same 
way. 

To attenuate these risks and reduce the uncertainty, we 
need to extensively test all the places where the change 
was made to ensure it is consistent, and we have to 
test all the other parts of the system to make sure we 
haven’t missed a place we should have changed.

A classic cause of redundancy is the practice of copy, 
paste, and change. We might have some functional-
ity that is similar to a new functionality we need to 

introduce. To get the new functionality in quickly, we 
copy the old functionality over and change the relevant 
places. This is an example of technical debt. We need 
to remove the redundancy we have consciously created 
through the copy-and-paste process.

In order to do this, we need to analyze the new and 
the original code and see where they are similar. Once 
the similarity is identified it needs to be extracted from 
both places and put in a shared location. Of the original 
and copied code, only the differences will remain.

Note that in a case like this it may well be that the team 
decided to copy and paste so that it could get the code 
working, tested, and released quickly in order to satisfy 
the needs of the customer as soon as possible. It is the 
team’s responsibility in this circumstance to immedi-
ately pay off this debt. Delivering the functionality early 
is not the end of the team’s work. The work ends when 
the technical debt is paid off and the redundancy is 
removed. This is an example of intentionally going into 
debt with the intent of clearing it as soon as possible.

The customer should not see the quick delivery as proof 
that no further work is needed. This type of debt is 
difficult to get rid of, and once it begins to accumulate, 
the problem becomes progressively worse. Effort must 
be invested to identify and eradicate redundancy at its 
infancy, when it is first created or at least as soon as it is 
identified.

It is important for the team to record sighting of redun-
dancy in the code base. Each case should be discussed 
and a decision made on the risk associated with the 
redundancy and whether it should be resolved immedi-
ately or deferred. At a minimum, a comment should be 
placed in the code in the appropriate place to remind 
the developers of the redundancy.2 When the develop-
ers happen to work in that area of the code, they should 
resolve the redundancy and pay off that debt.

Lack of Cohesion and Focus
The Single Responsibility Principle is a proven design 
principle that states that each software element should 
have a single responsibility; this design quality is called 
cohesion. Moreover, it is recommended that a single 
responsibility should not be spread across multiple 
software elements; this is called focus.

In the course of a code’s evolution, there is a tendency 
for additional responsibility to be added to existing 
code elements. For example, a piece of code may call a 
remote database. Over time it may turn out that there 

 
It is the responsibility of the team members 
and, even more so, of the team’s managers to be 
aware of technical debt and to create a culture 
where technical debt is not tolerated.
 

 
A top-down separation of the code into cohesive 
units is simple and safe. It is the first step in 
dealing with debt-ridden legacy code.
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are performance issues with that access. The developer 
may solve the problem with a cache and will implement 
the cache in the same code unit. From the developer’s 
perspective it may seem this solution was more ef-
ficient; the developer doesn’t have to jump between 
several source files, it may be easier to debug, etc.

The problem is that the developer has created more 
technical debt. By placing both responsibilities in the 
same code element, the developer introduced the risk 
of one responsibility influencing the other; this results 
in having to test all possible combinations of behavior 
of the two elements. This makes future maintenance 
of that code harder and slower and makes for larger, 
more complicated tests. Also, an embedded cache will 
be difficult or impossible to reuse, and so if a similar 
behavior is needed elsewhere it will be redundantly 
implemented there.

The code should not be left in that state. Once the new 
behavior is proven to work properly, the developers 
must immediately separate it into its own element and 
pay off the debt. Fortunately, modern development 
environments automate most if not all of the extraction 
process.

A top-down separation of the code into cohesive units 
is simple and safe and is the recommended first step in 
dealing with debt-ridden legacy code.

Use vs. Construction

Another classic cause of debt is the failure to separate 
the usage of objects from their creation. The ability to 
evolve the system’s design depends, in part, on the fact 
that objects should not know whether they are inter-
acting with other objects directly or polymorphically 
through an interface. Hiding object creation in factory 
methods or factory objects places the responsibility 
of deciding what to create and how it is to be made on 
the factory and leaves the client object with only the 
responsibility to use the object correctly.

This is best explained through an example. Assume a 
client object needs to encrypt some data. Initially, there 
is just one type of encryption and it is implemented in 
an encryption object. Later on, more encryption types 
are introduced, and we would like the client to use 
them.

If, initially, the client both created and used the encryp-
tion object, the client will have to change the encryp-
tion object to take into account the fact that more than 
one kind of encryption exists by implementing the 
logic to select and create the appropriate encryption. 
This breaks the Single Responsibility Principle and 
introduces the risk of errors in the client code.

Also, if more than one client exists to these encryption 
objects, which could arise later if it is not true now, 
then this knowledge will be in multiple places, thereby 
violating the no redundancy rule.

The need to change the creation process is the technical 
debt. This debt is easily avoided through the separation 
of use from construction.

If we use a factory to create the encryption object, then 
initially it would always create and return the same type 
of encryption. As more encryption types become avail-
able, the factory will choose which one to create and 
return to the client. Through polymorphism, the client 
will not be aware of the change.

It is fortunate that modern development environments 
automate the sequence of steps required to encapsulate 
construction. This means that even if our code does not 
follow this convention it is easy and safe to enforce it to 
do so. This is an easy debt to pay off.

Not separating the use from construction also creates a 
coupling between the client and the objects it directly 
creates. We will discuss coupling next.

Inappropriate Coupling

Incorrect coupling is another source of design debt. As 
we’ve seen earlier, if an object creates and uses another 
object, it is coupled to it in a way that makes it hard to 
change later.

Software evolves through the introduction of variation. 
Initially we have one way of doing things, and over time 
we discover more methods. The variations may be in 
behavior (e.g., encryption), process (e.g., payment pro-
cessing), cardinality (e.g., varying number of partici-
pants), formats (e.g., encoding), and technology (e.g., 
frameworks, architectures, and operating systems), to 
name but a few.

Whenever a reference is made directly to any of these 
variations rather than to the concept they represent, 
debt is created. Eventually, when the variation occurs, 
we will have to change our code.

We can prevent this debt by making sure that we write 
the code properly without creating any coupling that 
is not absolutely necessary. This is captured in the fol-
lowing design rule: design to interfaces. By not com-
mitting to any specific implementation in the code we 
allow polymorphism to emerge. Together with the use 
of design patterns such as iterators, factories, adapters, 
and facades, our client code (and, again, there may be 
or may arise multiple clients) can be made completely 
oblivious to the nature of the services that it uses and 
hence not be affected when they change. This consider-
ably simplifies the process of dealing with variation but 
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requires discipline on the developers’ behalf.

Note that encapsulation, or hiding, is directly related to 
coupling and will not, therefore, be discussed here.

Allowing variation to occur is important. Attempting to 
anticipate all the possible kinds of variation will lead to 
something completely different: unnecessary complex-
ity. And unlike debt, which is relatively easy to get rid 
of, it is hard to get rid of unnecessary complexity.

Unnecessary Complexity

Unnecessary complexity is not a technical debt per se; 
the code may be beautifully designed. Unnecessary 
complexity is still undesired though, as it is a liability.

As much as we would like to build our system in a way 
that it is flexible — easy to change and maintain — we 
do not want this flexibility to be achieved by anticipat-
ing all possible changes and thus building the code to 
deal with every potential change. We would like our 
system to be flexible in general and to provide our 
developers with the skills needed to change the system 
in whichever way is needed.

Building unnecessary complexity into our code means 
that whatever we do, for the lifetime of our system, we 
will be burdened with having to deal with that com-
plexity. The system will take longer to build, test, and 
debug, and it will take more time for anyone new to 
the system to understand it. The time spent building 
the unnecessary complexity could be put to better use, 
such as providing more functionality.

A common example of unnecessary complexity is the 
focus on building frameworks with high extensibility 
because of some perceived future need. Good frame-
works evolve out of need, not out of design.

The risky way to build a framework is as follows:

1. A requirement comes in: send a specific status by 
TCP/IP once an hour.

2. We discuss the requirement and conceive 
potential variations: send status by e-mail or 
send it on some external event or send any 
possible status or report.

3. We get excited by all the variations and decide 
to build a framework that will handle all the 
variations we can think of: send anything 
anywhere on any event; the original request is 
just a special case.

There are several risks associated with this process:

 • It takes much longer to implement the original 
request.

 • It assumes that we get it right the first time. If 
it turns out that some variation (e.g., sending) 
works differently in reality than expected (e.g., 
more parameters, synchronous vs. asynchronous 
operation) then a change to the framework would 
be required. Making changes to frameworks is 
undesirable as it often requires changing every use 
of these frameworks. This means that code that 
has already been written, tested, and delivered 
may need to be modified, which may introduce 
instability into the system that incorporates 
it. There is also a psychological difficulty in 
accepting a change to a framework that we 
thought was complete, both from the morale 
perspective and also from the sheer mental effort 
required to ensure that the change in the design is 
consistent throughout the framework.

 • If an anticipated variation does not show up 
for awhile, then when it finally is requested 
the working of the framework will have to be 
relearned, which could be more time-consuming 
then starting from scratch.

 • Finally, what if the anticipated variation is not 
requested? All that effort would have been 
wasted.

Does that mean that frameworks are evil? Not by a long 
shot. Frameworks are one way developers deal with 
redundancy. When a process repeats itself with minor 
variations, there is great value in pulling the common 
aspects into a framework and encapsulating the varia-
tions. This, however, is better done in retrospective 
fashion, as outlined in the following four steps:

1. A feature request comes in, and we implement it 
in the simplest possible way.

2. Another feature request comes in and is also 
implemented in the simplest possible way.

3. With the functionality delivered, we can now 
consider the design and change the system by 
pulling out the commonality between the two 
features. This is the beginning of our framework’s 
evolution.

4. The framework is always minimal, has no unused 
features in it, and the psychological impact of 
changing it is minimal as we are always working 

 
Unnecessary complexity is still undesired 
though, as it is a liability.
 

 
Unnecessary complexity haunts us not only in 
the system’s design but also in its functionality. 
 

 AvOiDing SYSTem BAnKruPTcY |   7

© 2011 neT OBJecTiveS, inc.



in change mode. Change is not alien to us: we are 
practicing emergent design.

The unnecessary complexity haunts us not only in our 
system’s design but also in the system’s functional-
ity. Whenever we add features that are not absolutely 
needed, these too need to be implemented, tested, 
and documented. This results in even the simplest 
things becoming complex and hard to do. Consider, for 
example, a cell phone with too many options; even the 
simple things become difficult to accomplish. Where do 
these extra features come from? Here we can blame the 
product development process:

 • Whenever our process requires customers 
to deliver all their requirements up front, the 
individuals will ask for things that are important 
to them but also for what is marginal and 
sometimes frivolous. They do so because they feel 
they have no other time to communicate their 
needs.

 • Whenever our process allows developers to add 
features unchecked, we run the risk of adding stuff 
that is “cool,” dealing with unrealistic boundary 
conditions, or optimizing the wrong parts.

 • If our process has no customer feedback, we 
have no idea if what we implemented is what the 
customer wanted. If it is not what the customers 
wanted it will not be used.

Dealing with the unnecessary complexity is not hard 
but requires discipline. We need to get the process 
right. The developers need to focus on doing only what 
they have to do to get the job at hand completed, and 
for that they need to have a clear vision of the product 
as a whole and how the current work item fits within 
it. The practice of acceptance testing goes a long way 
toward creating this visibility and ensuring that the 
true value in the work done is always known. Frequent 
deliveries to the customers will ensure that we are on 
the right track. Allowing the customers to specify their 
needs on an ongoing basis will allow them to focus 
only on what they immediately require, knowing that 
if something emerges at a later time they will be able to 
get it implemented.

When unnecessary complexity is recognized, either 
in the system’s design or its functionality, it has to be 
removed. This is an emotionally charged activity; it 
evokes fear, but it is crucial to go through with it. This 
also holds true when a feature is no longer needed for 
some reason, perhaps support for some obscure format 
or a system that is forever defunct. Dead code — code 
that is not used but was left in the system — is another 
example. Browsing through our code files, we can often 
observe large swaths of code that is commented out.

The habit of commenting out code and leaving it there 
is a direct result of the fear of doing the wrong thing 
and the lack of trust that developers have in their skills.

It makes perfect financial sense to sell the big house 
once the kids move out and to move to a smaller one 
that is easier, and cheaper, to maintain, with lower 
property taxes and higher utility. The same holds true 
for our system. We need to know when to trim off un-
necessary complexity.

Lack of Clarity

Not all design qualities are purely technical in nature. 
Clarity concerns itself with the readability of your code. 
There are several aspects to clarity, but eventually it all 
boils down to one thing: how easy it is to understand 
the code. The easier it is to understand the code, the 
easier it will be to make changes to it. Conversely, the 
harder it is to understand, the harder it is to work on it. 
Hence, not paying attention to readability is another 
factor that will put us in debt.

The qualities that we have mentioned earlier: cohe-
sion, coupling, and redundancy have a direct impact on 
the code’s clarity. If the code is not cohesive, it will be 
harder to understand. If the code is excessively coupled, 
understanding its behavior will require understanding 
the behavior of all the elements to which it is coupled. 
Lastly, redundant code is hard to understand because of 
its repetitive nature.

But there are other things we need to pay attention to 
when it comes to the clarity of the code, as discussed in 
this section.

Coding Conventions

Not defining coding conventions or not adhering to 
defined coding conventions will create inconsistency 
in the code. This will make the code harder for team 
members to understand. Issues to consider include 
variable naming conventions, indentation rules, brace 
and bracket placement, and line spacing. Not paying 
attention to conventions will create inconsistency in 
the code and make it harder for different developers to 
work on it.

Simple code reviews can identify the coding conven-
tion debt. Fortunately it is very easy to address by 
employing automatic tools that will format the code 
according to the established convention as part of the 
build. The team needs to invest in defining the conven-
tion and programming the tool to do the formatting. 
This is a simple debt to pay off.
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Comments

Comments are code perfume. If your code is bad, you 
may slather comments on it to make it readable, but 
they do nothing more than mask its bad smell; in debt 
terms, they hide the debt, but it is still there.

Comments serve five different purposes in code. All but 
two are related to technical debt. The following are the 
five types of comments:

1. Comments that explain what a function or its 
parameters do. The need for these comments 
indicates that the name of the function is not 
clear enough; it is not intention-revealing. This 
is sure to cause clarity issues in the future, as 
the comments associated with the name of the 
function are not available where it is used. This 
may cause the function to be used incorrectly 
or will require the developer to jump back and 
forth between the code being written and where 
the function is implemented. The solution is to 
give the function (or class) a better name and get 
rid of the comment.

2. Comments that explain how the code works. 
The need for such comments stems from 
poorly written code, which may be too long, 
contain incoherent variable and class names, 
and introduce unnecessary couplings. The 
comment serves to explain what the unreadable 
code does. Therein, however, lies its failure: 
since the comment describes the code, it 
will need to change if the code changes. This 
is a prime example of redundancy, and like 
all redundancies, eventually results in the 
comments becoming dated and out of sync with 
the actual code. This is extremely confusing to 
developers trying to understand the code.

3. Comments that explain why the code does what 
it does. These are the good comments; they 
actually add value to the code.

4. Comments that mark places where the code was 
changed. There’s no need to elaborate on the 
changes; these are litter. Every decent team has a 
source control system that should serve the same 
purpose.

5. Comments that hold meta-commands, for 
example, for the purpose of IntelliSense 
or document creation. These are not really 
comments but are rather commands for other 
tools.

Naming

The code maintained by the team needs to match the 
vocabulary of the customer. Not doing so creates a 
communication gap that is especially pernicious for 
new team members. Confusion because of a mismatch 
between the language the customer uses and that which 
is in the code can cause errors down the line.

Whenever the vocabulary of the customer changes, we 
must update the names of our variables. With the ad-
vent of modern refactoring tools, this is not too difficult 
and is done mostly automatically. Developers, however, 
tend to not do so on the grounds that they understand 
the code and they do not require it to be updated. This, 
of course, is a fallacy since for any developer, especially 
a new one, any deviation from the language the cus-
tomer uses is a cause for misunderstanding and, hence, 
errors, as well as an inefficient maintenance process.

It is the responsibility of the entire team to weed out 
any discrepancies between the language of the cus-
tomer and what is captured in the code. Code reviews 
are instrumental in identifying a failure to do so. 
Techniques like Commonality-Variability Analysis are 
useful in identifying and establishing the customer’s 
vocabulary.

TESTING-RELATED DEBT
Testing is another area that can get the debt accumu-
lating. The purpose of testing is twofold: In the short 
term, the purpose is to verify that the task at hand was 
completed correctly. In the long term, the collection of 
tests — the test suite — serves to prevent regression as 
changes are made to the code base either by modifying 
functionality or working on the system’s design.

Missing Tests

Missing tests are the primary source of technical debt 
vis-à-vis testing. Whenever tests are missing, it is hard 
to tell whether the feature was implemented correctly 
or what the actual scope of the feature is. If an exact 
definition of boundary conditions and failure modes is 
absent, it is hard for the developers to get it right. They 
will tend to do too much or too little or come up with 
their own interpretation of what needs to be done.

The solution to this initial problem lies in a practice 
called test-driven development (TDD). In a nutshell, 
no development is allowed to proceed without a test 
to guide it. The test must initially fail, indicating that 

 
Deviating from the language of the customer is a 
cause for misunderstanding and, thus, errors.
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no worse off than we were to begin with. The 
other reason for the need to write many tests is a 
problem in the design; excessive coupling, lack of 
cohesion, and improper abstractions also cause the 
test suite to bloat. The only solution is to revisit the 
design. Trying to use a brute-force approach, such 
as the usage of automatic test generation tools, will 
result in a huge amount of tests that test the code 
based on the current design. This makes these tests 
useless when we try to change the system’s design, 
which we do all the time. The time spent fixing the 
design to enable the testing, is what pays off the 
debt. We have to do it, and the more we delay the 
more expensive it will be.

Dealing with Failing Tests

A common mistake that we see when dealing with test 
suites is ignoring failing tests. Every failing test must be 
analyzed, and the problem it manifests must be fixed.

Unfortunately, with large test suites, if attention is not 
paid to the design, tests may fail not because they show 
a defect but because of an addition of new tests or mod-
ifications done to existing tests. This indicates a design 
problem in the system. The quick way to solve it is to fix 
the test. The problem with doing this is that it addresses 
the symptom not the cause of the problem. What we 
need to do is to address the original design problem.

This is a crucial point. Teams that ignore it will very 
quickly reach a point where they will spend an inordi-
nate amount of time dealing with fixing the tests to get 
them to pass. The incorrect system design is the debt 
but instead of paying off the principle by fixing the 
design, teams ignore it and prefer to pay off the ever-
increasing interest by just fixing the tests.

This will cause loss of trust in the test suite; very soon 
the team members will begin to comment out failing 
tests just so that they will be able to get their real work 
done. We often hear the developers say, “I will fix these 
tests later, when I have time. Right now I will just com-
ment them out.” The commented failing tests become 
the debt.

Test Quality

The system’s functionality is always in flux. This means 
that the tests that test that functionality are also always 
in flux. Not paying attention to the code qualities of the 
tests themselves will result in debt. Making changes to 
the tests will become harder with an adverse effect on 
the development time 

Tests should be made small; if they are too big, it means 
that they test too much and they are not cohesive. Non-

development is necessary. The developers will change 
the system in a way that gets the test to pass, indicating 
that the mission was accomplished.

Some teams elect not to engage in TDD and prefer 
to write the tests after the code. This introduces extra 
debt. Besides losing the advantages of having the test 
up front, they also run into the risk of testing what the 
code does rather than testing what the code was sup-
posed to do.

If the tests are not written at all, then the system has 
no regression-preventing protection. This means that 
whenever a new feature is released some parts of the 
system (those with missing tests) will not get exercised 
until the changes are released, which makes for a very 
long feedback cycle.

There are several reasons given for why the team 
shouldn’t write a test:

 • “The test is too simple, I will write it later when it 
has some meat.” Good incremental development 
will start with very simple features and evolve 
them. Initially the test will be simple, perhaps even 
trivial. But there is more to a test than just writing 
it. We have to create the test, hook it to the code, 
hook it to the automated testing framework, and 
see that it runs when it needs to run. This takes 
some effort but is considerably easier when the test 
is small and trivial. Moreover, it promotes a critical 
design quality: testability. Delaying the writing 
of the test will lead to technical debt because it 
promotes tests not being written, as in the next 
excuse.

 • “This test is too complex to write now — tight 
schedule — I will write it later.” When we work 
in a system without complete code coverage, it is 
much harder to write the tests. The code’s design 
may make it harder to connect the tests to the 
system; writing the test for the new functionality 
will require writing tests for the old functionality 
to establish a baseline, and the administrative 
overhead of creating the test also takes its toll. 
Preventing this debt is easy: write the tests when 
they are simple and fast; this will make it easy to 
modify and extend them when the system grows in 
complexity. 

 • “There are just too many tests to write.” This is 
a classic legacy problem: we want to work on a 
legacy code base but it has no tests, and the task 
of creating tests for the system is daunting. The 
solution is easy: Do not write tests for the entire 
system. Identify the small subset of functionality 
you’re modifying and write tests for it. This 
leaves the rest of the system untested, but we are 
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cohesive tests are hard to change.

Tests should be made to run faster; if they are slow, 
they will not be executed as often as they should be. 
Because more code will be written between test runs, if 
a defect is introduced, it will be longer before we catch 
and fix it. The longer it takes to identify a defect, the 
longer it will take to correct it, so a few minutes of in-
convenience can mushroom into hours and days wasted 
fixing the defect.

Note, also, that the code qualities we mentioned earlier 
have direct influence over the quality and number of 
tests, for example:

 • Redundancy in code will result in redundancy in 
tests.

 • Coupling in code will result in tests that have a lot 
of dependencies and are hard to implement and 
slower to run.

 • Lack of cohesion will result in large tests both in 
length and in the number of permutations that 
need to be tested. Often, this results in tests that 
are much larger than the code they test. Also, 
when classes are not cohesive, tests must be 
written to guard the against side-effects the code 
for one responsibility can have on another.  These 
tests have no business value, they are written 
simply to make sure “bad things don’t happen.”  
Cohesive classes remove the need for these 
unwanted tests.

DEFECT-RELATED DEBT
Defect-related technical debt could merit a report of its 
own. Defect debt is like a fine that you are slapped with 
when you weren’t expecting it but that you still must 
pay off. If you procrastinate in paying it off, you will 
eventually pay a lot more because of penalties.

Defects should be considered debt because:

1. Business value is not accrued. In fact, a defect 
may actually result in negative business value by 
causing damage.

2. Other functionality may be built on top of the 
defect, which will also need to be fixed once the 
defect is corrected.

3. Developers have to stop adding value to the 
system and correct the defect. This delays the 
delivery of the new features.

 
Every failing test must be analyzed and the 
problem it manifests must be fixed. 
 

The delay in dealing with a defect is also debt. Not only 
are the effects above compounded, but, in addition, the 
longer it takes to deal with a defect, the harder it will be 
to do so.

Fixing defects requires intimate knowledge of the sys-
tem, what’s wrong with it, and how to go about fixing it. 
This knowledge is often maintained in the minds of the 
developers and is — unfortunately — short-lived.

This means that the longer we take to deal with a 
defect, the more we have to relearn the system. This is 
both expensive and risky as the reacquired knowledge 
may be incomplete or inaccurate, giving rise to more 
defects.

Two factors affect defect handling:

1. Feedback. The sooner we get the feedback, the 
sooner we can resolve the defect. Hence, not 
providing feedback mechanisms will result in 
defect debt.

2. Administrative delays. The process flow in 
the organization should give priority to defects 
once they are found. Any queuing or batching of 
defects will result in a longer period between the 
introduction of the defect and its resolution; as 
we have seen, this creates debt.

Root-Cause Analysis

Root-cause analysis is a process whereby we attempt to 
find the root cause for a problem. It can be summarily 
described as “ask ‘why’ five times” and is a basic tool of 
lean implementations, from manufacturing to software 
development.

Any defect in our product is a liability — we already 
said it was akin to a fine — and it must be addressed. 
The real debt is in the root cause for the defect, and by 
discovering that, we can prevent similar defects from 
occurring in the future.

There are two questions that need to be asked to avoid 
having to pay the defect fine henceforth:

1. Why did we put the defect in to begin with? 
How did it get in? For example, it could be due 
to a requirement misunderstanding, a lack of 
technical proficiency, or a coding error, to name 
just a few. Once we figure out how the defect got 
in, we can take appropriate actions to make sure 
it doesn’t happen again.

 
The longer it takes to deal with a defect, the 
more we have to relearn the system.
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Packages and Modules, Directories, and 
Files

Structural debt is accrued when files are not placed in 
the correct location. When a file is moved, we need to 
update its references, update whoever is referencing 
it, change the build system, and perhaps change the 
source control system as well. This takes time that the 
developer may not want to invest.

Putting files into the wrong directory makes future 
maintenance of the code more difficult. If the files of 
a specific product are spread around the file system, 
they may be referenced inconsistently; this means that 
future name changes or location changes will result in a 
lot of time-consuming manual tweaking.

Module and package management is also important. 
Files that change together should be put together. Files 
that do not change often should be placed separately 
from files that do. Putting files that tend to change 
together in the same place will ensure that changes 
will affect the smallest part of the system possible. If 
we put interface and implementation in the same file, 
then a change to the implementation will result in the 
entire file being marked as changed, which means that 
everything that uses the interface will change and this 
could have a huge impact on the system from a build-
time and test-time perspective. If we were to separate 
them into two files, then a change to the implementa-
tion would only result in those referencing the specific 
implementation changing.

Naming

Keeping the names of the files and packages current 
from the perspective of their content and the customer 
vocabulary is also important. Not updating the names 
appropriately will result in confusion with respect to 
the code location and may result in duplication of work.

Merging

Working off multiple development branches and delay-
ing merging will cause considerable debt: merge debt.

If this debt is not paid off throughout the development 
cycle, through the process of continuous integration 
it will build to massive proportions. Some teams can 
spend months merging their branches and dealing with 
all the defects that ensue.

The solution is simple: continuous integration coupled 
with an automated test suite. For a team that employs 
these methods, merging is a trivial activity. Because 
of the constant sharing of the code, there is little to no 
rework due to design changes; they are visible within 

2. Why was the defect not discovered before the 
product was released? How did it get out? For 
example, it could be that the testing process was 
not thorough enough, the test did not match the 
requirements, or the testing environment is not 
the same as the release environment, to name 
just a few. Again fixing the cause of the defect’s 
escape into production will prevent it from 
occurring in the future. 

Note, however, that finding the root cause of the de-
fects does not necessarily mandate that they be fixed. 
The decision of fixing or not depends on the cost of the 
fix relative to the cost of individual defect instances. 
Spending $10 million to fix a defect that costs the busi-
ness $10,000 once a month makes no sense in the same 
way that paying $1,000 a month for a parking spot does 
not make sense if we get fined $20 a day for illegal park-
ing. So, for example, we may acknowledge the fact that 
the testing environment and the deployment environ-
ment are different, but decide not to do anything about 
it because creating a duplicate testing environment is 
prohibitively expensive. In the end, it boils down to a 
business decision based on ROI.

ORGANIZATIONAL AND ADMINISTRATIVE-
RELATED DEBT
Writing code is not the only thing that a development 
team does. There is the ongoing process of develop-
ment and a lot of debt is accumulated there.

Code Organization

The way code is organized is important. As code is 
modified, its location may need to vary over time. 
Failing to do so, because of laziness or time pressure, 
will result in a muddied class and file structure that will 
make finding the places to make changes and then actu-
ally making the changes themselves more difficult.

Class cohesion is important. As classes evolve in func-
tionality, methods may need to be moved out. Failing to 
do so may result in cohesion problems as well as code 
redundancy, where code is duplicated because it was 
not in the right place from the start.

Placing all the code in the global scope is also a prob-
lem. Utility classes should only be made visible to the 
classes that need them. Elements that only make sense 
within a specific context, such as exceptions or con-
stants, should be scoped appropriately by making them 
inner to the scope or by using namespaces. Failing to 
do so may result in coupling to these classes outside of 
their intended context of use. This will prevent them 
from being removed or changed to suit the context.
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minutes of their introduction into the code.

Another problem with merging is when we must deal 
with multiple release branches. Any change done to 
one branch may need to be manually applied to any of 
the other branches. This is obvious debt as you need to 
do the same thing in multiple places, and this means 
that all the risks in redundancy apply. What we need 
to do is merge all the variations into a single code base 
and define multiple products not by multiple release 
branches but by configuring the main product. The 
branches are simplified to hold configuration informa-
tion only.

Build and Deploy Debt

The build and deployment systems are where we usu-
ally find massive technical debt. The build is the series 
of steps we take to convert the code base into execut-
able format. The deployment process is the series of 
steps we need to take to make the executable format 
available to the end users.

Whenever these steps are not automated, they have to 
be done manually, which slows down everything by or-
ders of magnitude. This increases our rollout time and 
the time between releases, which has a direct impact on 
our bottom line. This also increases the feedback time 
and makes responding to feedback much slower.

Aspects that contribute to the build and deploy debt 
include:

 • Manual steps.

 • Intermittent failures that are not solved at the 
root.

 • Incomplete release documentation, including 
tacit build/deploy knowledge that is not relayed 
back to the development team.

 • Manual testing, which takes longer and is more 
error-prone.

 • Different development, testing, and deployment 
environments; the build process should be 
automated across all environments, not just the 
development environment.

Documentation

Documentation is another source of debt. Some 
processes have steps that result in nothing more than a 
document (e.g., requirements, analysis, design). Even-

 
Merge all the variations into a single code base. 
Define multiple products by configuring the 
main product. 
 

tually these documents go out of date; this is because 
they are redundant — they all describe the same thing 
in different ways. They all describe the system being 
built. As the system moves to the coding phase, the de-
velopers do not, usually, have the time or the energy to 
go back and update these documents. It’s not uncom-
mon to hear some version of: “Why do I have to go and 
update the design document? No one reads it anyway.”

Once the documents go out of sync with the code, they 
become useless at best. They can actually be danger-
ous. If the variation between the content of the docu-
ment and the system is large, this will be obvious and 
the document will be ignored. If the variation is subtle, 
however, we may run into trouble, as someone may 
incorrectly think that what’s in the document is what 
we actually do in the code and act upon it.

Paying off this debt or preventing it requires one of two 
approaches:

1. Forcing it — making the team update all the 
documents all the time. This will pay off the debt 
but is extremely expensive. But, if anyone will 
ever need to refer to the documents, they will 
be up to date. This solution is extremely difficult 
to enforce, and the teams resist it because they 
often do not see these documents referred to 
after their initial use.

2. Abandoning it — changing the process to do 
away with these documents. Find alternative 
ways of getting the benefits from the documents 
without the tedium of maintaining them. 
Possible alternatives include:

 – Acceptance testing — where the tests 
form the specification and test suite

 – Big visible charts — have the design be 
maintained on the wall where it can be 
seen (e.g., on a blueprint poster or a 
whiteboard; easy to change and has use 
for the team)

 – Generated automatically — have the docu-
ments generated from the code or from 
other documents where possible

When it comes to user documentation, it is important 
that this is kept up to date at all times. User docu-
mentation includes user guides and references, API 
descriptions, and online help content. This means that 
the technical writer or whoever has this responsibility 

 
It is common to hear some version of: “Why do 
I have to go and update the design document? 
No one reads it anyway.”
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mean that we can allow ourselves to make it worse. Un-
less you decide to abandon it, you need to take care of 
the old system.

CONCLUSION
There are many reasons for and causes of technical 
debt. Some are design-related, some are test-related, 
some are administrative, and some have to do with the 
build and deployment environments. Others have to do 
with mindset.

In all cases, we need to be aware of what we do to add 
debt — and stop it. Determine what the current debt is 
and then decide whether we are willing to pay the price 
of the debt through extra work and slower delivery or 
if we want to pay the one-time cost of solving the debt 
problem altogether. As long as the decision is con-
scious, either approach is sensible.

The team may also create debt intentionally, for exam-
ple, in order to expedite some deadline. In this case, it is 
important that the debt be identified and that a plan is 
made to pay it off before development commences. You 
should not take out a loan if you do not know exactly 
how and when you’ll repay it.

Debt represents risk. Technical debt is no different. 
It should be accounted for and factored into sched-
ules and quality risk planning. It is also management’s 
responsibility to ensure that debt does not accumulate 
beyond the team’s ability to pay it off or else the devel-
opment of future products will be jeopardized.

ENDNOTES
1. Part of the problem stems from the fact that 

there is no professional standard for software 
developers, but that is the subject of another 
discussion.

2. This holds true for any of the design flaws 
discovered.

needs to update the document as the code changes. The 
acceptance criteria of the task at hand includes the cor-
rect behavior as well as verified documentation.

Failure to keep the user documentation up to date will 
result in a mad rush before the final release date, which 
means that instead of writing or updating just a para-
graph based on fresh information, the tech writer will 
need to write complete tomes based on information 
that may be many months old, at the same time disrupt-
ing the work of the development team with questions. 
This slows down the entire team and creates substan-
dard documentation.

THE MINDSET THAT FOSTERS TECHNICAL 
DEBT
When it comes to established teams, which are often 
working on a legacy code base, their mindset could be a 
major problem. Granted, the system is not as good as it 
should be; it is what it is, but individuals must not come 
to work with a defeatist state of mind.

The team members and especially management must 
be aware that things will take longer to do. What they 
all need to realize is that the system, as objectionable as 
it may be, is working. Code that has survived the long 
history of the company is still around for a reason; it 
has value. Had it no value, it would have been aban-
doned already.

Unless expressly told so, the team must not assume any 
rewrite is pending. As such the effort must be put into 
making the existing system better. Common excuses for 
not making the system better include:

 • “We can’t do anything about it now, it’s too 
complicated.”

 • “We are afraid to do anything about it, it’s too 
risky, and we have no tests.”

 • “We have no idea where to start.”

 • “We don’t know what it actually does.”

 • “We don’t have time now.”

 • “We’ll deal with it when we rewrite the system.”

 • “This code is terrible; it’s not worth fixing.”

This state of mind promotes a lack of respect for the 
existing system, and it will deteriorate rapidly. It is 
similar to an abandoned building that still has all its 
windows intact, but, once one window is broken, very 
soon all the windows will be broken unless the first bro-
ken window is quickly replaced. This happens because 
people lose respect for the building. Many people have 
no respect for their legacy code.

The fact that a legacy has a lot of debt in it does not 
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